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CGDI Strategy for Ensuring Reliability of Web Services 

Requirements

As the infrastructure continues to develop, more and more applications will be built on Web Services, and those services will be required to be up and running for as much of each day as possible.  In fact, any single CGDI application, particularly those based on WMS technology, will simultaneously access multiple services based on multiple platforms scattered across the CGDI.  Although this distributed nature of the servers that deliver an application ensure that data is reliable and current, it also renders the application vulnerable to failure due to disruption in any one of those services.  

Since the failure of any one service can compromise the availability of multiple applications, the cascading effect of nonfunctioning services could result in significant portions of the CGDI being out of commission far too often.  As a consequence, CGDI services are likely to be less reliable than applications currently available on the Internet today. 

High availability includes both uptime and response time. Services can fail due to any number of reasons – scheduled maintenance, power outages, networking difficulties, virus or denial of service attacks, but from a client perspective, even slow response time due to network traffic or peaks in usage has the same effect as total failure.  The delivery of fully reliable Internet services is beyond our capability, but adoption of appropriate strategies can reduce the problem of web service failures to an acceptable level.

Given the vulnerability of Internet technology to disruption, it is clear that emergency services will have to ensure the reliability of emergency response applications by using some sort of local caching.  This paper suggests solutions that are suitable for non-emergency applications running on the CGDI.

Assumptions

The CGDI will be built on the web services described at http://geoconnections.org/
Guiding Principles

It is the responsibility of the web service provider to determine the need for reliability and thus redundancy.

It is the responsibility of the application/portal/client developer to take advantage of redundant services to ensure reliability.

Granularity of redundancy may vary by service and/or by provider.  (I.e. while it may be logical and practical to replicate NRCan’s entire National Topographic DataBase WMS service at multiple installations, it may only be reasonable to replicate selected layers of the National Soils Database.)

Recommendations

There are two principle strategies that are recommended to improve reliability:

1. Adopt common regularly scheduled maintenance windows as follows

a. Daily: Scheduled to end before 6am Atlantic time

b. Weekly: Sunday night, scheduled to end before 6am Atlantic time

c. Monthly:  The last Sunday of the month.

2. Replicate core services, and configure portal software to take advantage of these replicated services.

The remainder of this paper describes the latter approach.

Replication of services will ensure that core CGDI services survive all but catastrophic disruption to the Internet.  However, without client awareness of the existence of those alternate services, they might as well not exist as far as that client is concerned.  Figure 1 shows how a client can exploit the presence of redundant services.  This example refers to a WMS layer that has been replicated to a second WMS server, but the same approach can be applied to all CGDI services.

1. On the left side of the diagram, the two green bubbles show that a WMS layer is replicated to a second WMS server, along with the associated metadata.  

2. The Service Registry, shown in yellow, harvests metadata from the WMS servers.  

3. Since the metadata for the two services is identical, when the portal servicing the WMS client requests the location of services hosting that particular layer, the addresses of both WMS servers hosting that layer are returned. 

4. The portal is configured to determine the availability of all of the WMS services that host that layer.  (Both existence and performance can be ascertained and used for the next step.)

5. The portal configures the WMS client to request the WMS layer of interest from the WMS server that is currently available (or fastest).

This configuration can take place in one of several ways

· at runtime for a particular request, 

· according to a regular schedule, or 

· in the event of a failure.

Figure 1:  Ensuring reliability of WMS services through redundancy
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